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- ClickHouse can query 170 billion rows at 500 queries per second with a 99th percentile latency of 110ms through careful data modeling, query optimization, and use of materialized views. 
- To achieve low latency at high query rates, it is important to reduce the amount of data scanned by queries through techniques like sorting keys, data compression, and reducing data cardinality.  
- Materialized views can reduce data sizes by 1000-10,000x and are critical for maintaining low query latencies on large datasets. Dividing data into read and write replicas also improves query performance.Read less
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	1. Tips and Tricks  to Keep Your Queries
under 100ms with ClickHouse
 


	2. Hi, I’m Javi,  Tinybird co-founder, a
“Clickhouse without pain”
as-a-service product
But I’m not going to talk, link or write about Tinybird from now on, I
prefer technical talks that just teach me how to do something (rather
than selling stuff)
Everyone knows where to look for more info.
OSA CON - low latency, high QPS SQL design with Clickhouse
 


	3. Tips and Tricks  to Keep Your Queries under
100ms (p99) with ClickHouse
When running at 500QPS
Without spending $1M a month on AWS
* This talk requires some prior Clickhouse knowledge, you might want to go to Olena’s talk otherwise
 



	5. 4 replicas.
1 of  them almost 100% for writes
 



	7. So you can  query
170b rows @ 500QPS with p99 = 110ms
Clickhouse is awesome
 


	8. It is but…
To  query 170b rows at that pace
you’d need a complete AWS datacenter if you are not smart designing the
data project
This talk is about the tricks and design decisions we use dealing with
large data projects
Large data project definition: +1b rows, 50QPS, p99 < 1s
 


	9. First, what metrics  do you use?
 


	10. Scan size
how much  data you read and process
Query algorithms complexity
how much take to process it
Metrics
 


	11. Scan size is  the enemy of fast queries.
If your memory bandwidth is 1Gb/s and your query needs to scan 1Gb there is no
way it’s going to be under 1s (no matter how smart you are)
Metrics - scan size
 



	13. Scan != read  data
Because of compression
Compression algorithms have different decompression
speeds, so it’s always a tradeoff
Metrics - data scan
 


	14. :) insert into  test_rnd
select rand32() from numbers(1000000000);
:) insert into test_a_few_values
select number%10 from numbers(1000000000);
Insert 1b values with different cardinality
Metrics - data scan
 




	17. How do we  improve those metrics?
 


	18. So, to reduce  scan:
- Use SORTING KEY wisely to discard data [This is the key]
- Small data types as possible
- Fixed data types (no Strings, no Arrays and so on)
- Avoid Nullables
- Specialized data types as LowCardinality
- Be careful with partition number (more partitions = more scan)
Metrics - data scan
 


	19. So, to reduce  read data:
- Use codecs to help LZ4 to compress better
- SORTING KEY helps also to store less data
- split columns in many to improve compression and filtering
- Reduce index_granularity to help the index in some point query like
use cases (Clickhouse is not the best one for these)
- Compact vs Wide parts depending of the number of columns
Metrics - data scan
 


	20. Metrics - data  scan
SCHEMA >
`customer_id` String,
`event` String,
`click_count` Int16,
`country` String,
`timestamp` DateTime
SCHEMA >
`customer_id` UInt64,
`event` LowCardinality(String),
`click_count` UInt8,
`device` LowCardinality(String),
`timestamp` DateTime,
`date` Date CODEC(Delta, LZ4)
ORDER by date
 


	21. Algo complexity cheat  sheet
filter is fast
sum, avg, count are fast
quantile is not that fast
uniq is slow [as hell]
group by is not that fast (*)
join is slow, use IN when possible (*)
(*) it depends
Metrics - algorithm complexity
 


	22. Clickhouse does not  have an optimizer like
postgres or other databases.
You are the optimizer.
Metrics - data scan
 


	23. select *
from (
–  aggregate per day
select
toDate(timestamp_micros/1000) as date,
count() event_count
from table
group by date
)
where date
between {{Date(start)}} and {{Date(end)}}
 


	24. select
toDate(timestamp_micros/1000) as date,
count()
from  table
– it’ll use the index on table
– and will reduce cardinality on date
between timestamp_micros {{start}} and {{end}}
group by date
 


	25. Algo complexity cheat  sheet
filter is fast
sum, avg, count are fast
quantile is not that fast
uniq is slow [as hell]
group by is not that fast (*)
join is slow, use IN when possible (*)
(*) it depends
Metrics - algorithm complexity
 


	26. (*) algo complexity  depends on
cardinality.
Reduce cardinality like crazy, all the time.
Metrics - algorithm complexity
 



	28. – regular join
SELECT  * FROM table
JOIN another_table as at
USING column
WHERE at.c > 10
– move filters inside the join
SELECT * FROM table
JOIN
(SELECT * FROM another_table
WHERE c > 10)
USING column
— Or if you can transform it into a IN filter
SELECT * FROM table
WHERE column IN
(SELECT column FROM another_table
WHERE c > 10)
USING column
 


	29. Other design principles
  


	30. Before going into  clickhouse, we first apply
general data design principles.
● Faster data: the one you don’t write
● Second faster data: the one you don’t read
Using these two you already did 80% of the journey and likely
saved thousands of $ a month on hardware.
Other design principles
 


	31. Everything in memory
You  are crazy, that’s too expensive. If you are able to reduce scan,
data usually fits in memory, at least hot data.
Other design principles
 


	32. max_threads - more  of them are not best
for choice for high QPS.
There is a sweep spot to maximize QPS
and latency
Other design principles
 


	33. :) select a%10000  as a , count() from test_rnd
group by a format Null;
SET max_threads = 1
0 rows in set. Elapsed: 4.636 sec.
SET max_threads = 2
0 rows in set. Elapsed: 3.494 sec. - 1.3x
SET max_threads = 4
0 rows in set. Elapsed: 1.819 sec. - 2.5x vs 2.6x
SET max_threads = 8
0 rows in set. Elapsed: 1.217 sec. - 3.8x vs 5.2x
 


	34. We always design  SQL queries with
max_threads = 1
More than that is cheating.
(ok, we use more than 1, but just sometimes)
Other design principles
 


	35. But nothing of  the former works if still
there is too much data.
Materialized views to the rescue.
They are like magic
Other design principles
 


	36. MV = insert  trigger + background merge
Data block → transform SQL -> table → eventual optimization
Other design principles
 


	37. We use as  many MV as needed.
Data reduction -> 1000x - 10000x
select toDate(ts) date, avg(foo)
from table
group by date
Table could have 1M rows per second, the MV will have only rows for as many days
you have
Other design principles
 


	38. RAW LOGIC
Data
ingestion API
MV  AGG
LOGIC
API
MV AGG
LOGIC
API
MV AGG
LOGIC
API
MV AGG
LOGIC
API
MV AGG
 


	39. That has its  problems, you need to scale
up writes.
But if you want to keep read latency low while having high
QPS you need to prepare data as much as possible to reduce
scan (and keep everything in memory)
Other design principles
 


	40. We split read  and write replicas (and
batch processing)
So writes and other operations do not
interfere with reads so percentiles as
stable
Other design principles
 


	41. MV generation is  an art
(this will likely be replaced by a GTP3
based AI system in a few months)
They need to be fast
Small
Not too many
and reduce the final query scan size
Other design principles
 


	42. But sometimes, even  with MV, things are
hard. For example, uniq
Other design principles
 


	43. The classic: unique  sessions per time
range
Other design principles
 


	44. Periodic snapshots or  “traditional
materialized views” which are near real
time and good enough for some use
cases
or self joins (poor’s man window views)
Other design principles
 


	45. Thanks
@javisantana (mostly spanish)
https://javisantana.com/fastdata/
javi@tinybird.co
Some  related posts:
https://www.tinybird.co/blog-posts/the-hard-parts-of-building-massive-data-systems-with-high-concurrency
https://www.tinybird.co/blog-posts/clickhouse-query-optimization
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